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1. Executive Summary 
 
As companies progress on their digital transformation journeys, technology becomes a strategic 
business decision. In this realm, consulting firms such as Gartner exert tremendous influence on 
technology purchasing decisions. The ability of these firms to predict the movement of market 
players will provide vendors with competitive benefits.  
 
This paper will explore how, with the use of publicly available data sources, IT industry trends 
can be mimicked and predicted. 
 
Big Data enthusiasts learned quickly that there are caveats to making Big Data useful: 

• Data source availability 
• Producing meaningful insights from publicly available sources 

 
Working with large data sets that are frequently changing can become expensive and 
frustrating. The learning curve is steep and discovery process is long. Challenges range from 
selection of efficient tools to parse unstructured data, to development of a vision for 
interpreting and utilizing the data for competitive advantages. 
 
We will describe how the archive of billions of web pages, captured monthly since 2008 and 
available for free analysis on AWS, can be used to mimic and predict trends reflected in 
industry-standard consulting reports. 
 
There could be potential opportunity in this process to apply machine learning to tune the 
models and to self-learn so they can optimize automatically. There are over 70 topic area 
reports that Gartner publishes. Having an automated tool that can analyze across all those topic 
areas to help us quickly understand major trends across today’s landscape and plan for those to 
come would be invaluable to many organizations. 
 
This paper will cover three potential use cases that demonstrate how the analyst press 
coverage of a company/product correlated to the market movements observed. The crux of the 
research paper focuses on the three use cases that best provide evidence of this correlation. 
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2. Project Goals 
This is an ongoing project in a sales and marketing organization as part of an effort to better 
understand the market landscape for server and storage products. The specific goals of the 
project are to:  

• Gain market insights by performing text analysis on common crawl data of industry 
players, using the publicly available data on their website 

• Understand how technology terms, like machine learning, big data, hyper-converged, 
all-flash, etc., are evolving over the last 7-10 years 

• Understand how industry players use technical terms for marketing purposes and how 
their choices effect their business results 

• Draw inferences as to which technologies are gaining traction today, and predict those 
that will in the future 

 
The business value of this project is in sharing the findings and any custom comparisons with 
the sales field team as a sales support tool, for a product development team as a customer 
requirement gathering tool, and strategic planning team as a market landscape research tool.  
 
 

3. Background Information 

3.1 Common Crawl 

Common Crawl is a non-profit organization that builds and maintains an open repository of web 

crawl data that is, in essence, a copy of the Internet. The corpus includes web crawl data 

collected over the last 10 years that can be accessed and analyzed by anyone for a very low 

cost.i This data is stored on Amazon’s S3 storage service making it quick and easy to perform 

analysis, utilizing the cloud’s scalable computing and analytics resources.ii  

 

3.2 Gartner Magic Quadrant 

Gartner, the IT consulting firm, releases market research reports that rely on their proprietary 

qualitative data analysis methods to demonstrate market trends, such as direction, maturity, 

and participants. The company publishes a Magic Quadrant (MQ) for each product category 

which provides a graphical competitive positioning of four types of technology providers, in 

markets where growth is high and provider differentiation is distinct. The four quadrants of the 

MQ are: Leaders execute well against their current vision and are well positioned for tomorrow. 

Visionaries understand where the market is going or have a vision for changing market rules, 

but do not yet execute well. Niche Players focus successfully on a small segment, or are 

unfocused and do not out-innovate or outperform others. Challengers execute well today or 

may dominate a large segment, but do not demonstrate an understanding of market direction. 

 



2018 Dell EMC Proven Professional Knowledge Sharing 6 
 

3.3 The Register – IT News Site 

The Register is a leading news site with thorough articles on technology. They seem to have 

writers who truly understand the technologies they write about which makes this website a 

great source of information on not only the trends in technology in terms of upcoming terms 

like All-Flash or Hyper-converged, or loosely defined ones like Server-less, but also see which 

companies are being associated with these technologies in the press articles. The website is 

divided into sections, many of which evolve over time. The Register provides extensive 

coverage of data center technologies and is a great resource for such data. For this analysis, we 

used the “Data Centre” section of the website. 

4. Data Exploration and Insights 
We selected some of the processed data (NetApp domain, Huawei domain, The Register 

domain), performed keyword analysis, n-gram frequency analysis , structured the data with 

Spark DataFramesiii and used SQL to query the results. The results were then visualized revealed 

technologies and product trends over time. Here are some examples of the macro trends we 

could identify:  

4.1 NetApp Monthly Product Trends 

Three NetApp general purpose storage product names were selected as keywords/N-grams (e-

series, FAS, Unified storage). After we identified these keywords, we visualized their count for 

the past 17 months (Figure 1). 

 

 

Figure 1: NetApp Monthly Product Trends 
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FAS series storage (orange line) is NetApp’s major disk array product. Visualized data from the 

common crawl confirmed that it was much more popular than e-series (green line). It showed 

intense activities during 2014-2015, which correlated with major NetApp campaigns on FAS 

series. Once sales stabilized, campaign activities went down in the second half of 2015.  

E-series was the product line from Engenio which was acquired by NetApp in 2011, but it was a 

relatively small part of the company’s revenue. Limited campaign efforts were shown in 

October 2014 and popularity of the product improved after that.  

“Unified Storage” (blue line) was NetApp’s popular marketing campaign before April 2014. It 

stabilized following a decline in 2014. 

We also used NetApp solid state array keywords/N-grams (all-flash, SolidFire) to see the trends 

in 17-month time series. 

 

Figure 2: NetApp monthly – Solid State Arrays Keywords/N-grams 

NetApp used “all-flash” description for FAS series, however FAS series has all-flash arrays, which 

we can’t separate from the rest. The all-flash line (blue line) follows the FAS pattern. 

Discrepancies in the trends can be explained by the fact that FAS has not only all-flash models 

but hybrid models as well. 

SolidFire (green line) flash array showed up on February 2016, which is exactly the time it was 

acquired by NetApp.   
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This chart confirms our hypothesis that our process of separating and tagging keywords from 

a particular vendor’s domain obtained from the publicly available data has worked and can 

be used to detect changes in strategies and investments of the companies. 

The Rise of “Cloud Computing” 

 

 

Figure 3: The Register annually section trends: Storage/Cloud/... 

We see from Figure 3 that Cloud category (green line) surged in 2010. Amazon Web Services 

(AWS) division was founded in 2002. In 2006, the S3 (simple storage service) was launched. 

Microsoft launched their cloud service offering ‘Azure’ in February 2010. By that time, business 

benefits of cloud computing were well recognized across companies. Migration to the cloud 

also raised a number of issues including security and data loss, and data availability (shown by a 

dip in 2011). However, as new cloud service providers started to enter the cloud market, driven 

by a cloud growth report in 2011 published by Forrester,iv customers’ concerns were addressed 

and demand for cloud computing was getting stronger. Following the hype of the cloud, 

computing companies that were migrating or considering migration started to realize that cloud 

is not always as cheap as they would like it to bev. In the meantime, storage was losing market 

share due to cloud competition.  

Internet of Things (IoT) was introduced around 2014 (notice a cloud popularity decline) and in 

2015, Gartner predicted IoT market explosion by 2020.vi IoT raised a whole new issue of data 
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growth, data analytics and device connectivity. Storage innovation did not stop with offers of 

solid stated disks (SSD) and all flash arrays, now followed by NVMe offerings, popularity was 

gaining ground. This story is well illustrated by the chart above. 

This analysis showed that the number of articles published in a particular section correlated 

well with the level of investments and product announcements the companies in that sector 

were making. 

4.2 Detecting Technology Trends using Bubble Charts 

Bubble charts allow for an efficient visualization of technology clustering of some vendors like 

NetApp, HPE, Huawei. Analyzing clusters, we can see where the vendor is putting emphasis and 

possibly investing more. We will take you through the process of creating N-grams for 

organizing technology clusters of a vendor. 

We have seen from the bubble chart we generated that some major words like network, data, 

cloud and mobile may well reflect key business/technology areas of Huawei. But we also saw 

“noise” words like best, need, 2017, key, etc., which does not much value from analysis point of 

view. So, we removed “noise” words and only kept the technology words. 

In addition to the keywords and N-grams bubble chart, we preferred to see more technology 

words distributed in the bubble chart, e.g. storage, big data, modular, HPC, etc. We also wanted 

to see more technology marketing phases that Huawei uses, so we used bi-grams to generate 

the bubble chart below.  

 



2018 Dell EMC Proven Professional Knowledge Sharing 10 
 

 

Figure 4: Technology Bi-gram Bubble Chart 

In the Figure 4 bi-grams bubble chart, we see some interesting technology marketing words, 

like “digital transformation,” “big data”, “cloud computing”, “cloud data”, “ICT infrastructure”, 

“software-defined networking”, many good phrases that reflect Huawei’s technology and 

where their investments and strategy was taking them. 

This bubble chart turned out to be a useful tool for discovering the most important 

technologies in a particular quarter, year or decade. This can be applied to vendor website or 

news sites to cover the whole industry. 
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4.3 Storage Articles by Topic, over a 15-year Period 

In addition to custom code execution on clusters in Spark, we also used AWS Comprehend to 

analyze all The Register ‘storage’ articles from 2002-2017 and identify major trends. After HTML 

tag removal, over 5000 articles were given to the Comprehend tool to categorize them into 10 

“topic buckets.” It creates these buckets that are defined by some characteristics. The topic 

names were then given to these categories by the team. Figure 5 shows that the distribution of 

articles looks pretty even across the buckets which is how the tool identifies topics. This data 

confirms the trend of object storage gaining popularity due to unstructured data growth, and 

analytics workloads. Also, the transition to flash-based storage and concerns with data security 

are high on customers’ mind. This was a preliminary analysis to validate the methodology. We 

plan to use the Comprehend tool to analyze other news sites or vendor knowledge base 

articles, etc. 

 

 

Figure 5: Storage Articles by Topic 
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5. Gartner’s Magic Quadrant Movements 

5.1 Focus of the Market Analysis 

Data visualization helped us realize that we can use the extracted common crawl data to 

analyze changes in a company’s strategies and investments. We decided to use Gartner’s Magic 

Quadrant as a measure of success of that strategy. We used Gartner’s Magic Quadrant for a 

particular product category, and the vendor’s position and movement in that quadrant over 

time, as the quantitative strategy assessment.  

The count of technology-specific vendor articles published by The Register over time was the 

“vendor popularity” indicator. The Register contains a variety of information not only about 

current trends in technology, but also about emerging technologies, such as Cloud, All-Flash, 

Hyper-converged, or loosely defined, ones like Server-less. The Register also keeps track of the 

vendors associated with these technologies in their articles using tags. The number of articles in 

The Register for the same vendor and same technology during particular timeframe was 

tracked in order to assess the vendor’s “popularity” in the particular technology area. We 

noticed that many vendors did not have a large number of articles dedicated to a particular 

technology segment, so we decided to look into these relationships. After establishing a visual 

proof of the correlation of “strategy measure” and “popularity,” we plan to work on comprising 

a “popularity index,” which will contain several respected resources of the industry identifiable 

from the common crawl data. 

5.2 The Correlation 

We found that The Register articles for specific vendors extracted from the common crawl data 

set are highly correlated with our reading of General Purpose Magic Quadrant position 

movements in time. Ideally, we would like to see more data points for the “popularity” 

measure, but for this paper, we only looked at The Register articles. 

The Magic Quadrant from Gartner is a market assessment report that uses proprietary data 

analyzed in a branded way in order to demonstrate market trends. Since Gartner does not 

reveal its technique used for scoring the vendors, we used our own approximation method, 

which may have resulted in some discrepancy. However, our approach was still sufficient to 

detect correlation between the trends. 

 

Reading the Magic Quadrant movements 

Since we didn’t have access to the original MQ data points for each company, we extracted MQ 
data from the images of the MQ, and normalized it to make it comparable with number of The 
Register articles.  
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Figure 6: Magic Quadrant with gridlines to detect vendor movements 

 
We used two values to measure Magic Quadrant scores.  

𝑃𝑀𝑄_𝐺𝑃_𝑉𝑖𝑠𝑖𝑜𝑛 =
𝑆𝑀𝑄_𝐺𝑃_𝑉𝑖𝑠𝑖𝑜𝑛

20
                            (7 − 1) 

 
PMQ_GP_Vision represents the normalized value of MQ General Purpose horizontal axis 
“Completeness of Vision” where 
SMQ_GP_Vision represents the value of MQ General Purpose horizontal axis “Completeness of 
Vision” 
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𝑃𝑀𝑄_𝐺𝑃 =
𝑆𝑀𝑄_𝐺𝑃_𝑉𝑖𝑠𝑖𝑜𝑛 ∗  𝑆𝑀𝑄_𝐺𝑃_𝐸𝑥𝑒𝑐𝑢𝑡𝑒

20,000
                            (7 − 2) 

 
PMQ_GP represents the normalized value of horizontal axis “Completeness of Vision” 
SMQ_GP_Vision represents the value of horizontal axis “Completeness of Vision” 
SMQ_GP_Execute represents the value of vertical axis “Ability of Execute” 
The constants 20 and 20,000 were determined by hit and trial to scale the line to the number of 
articles for readability purposes.  
 

5.3 Use Case 1: Number of Register Articles Vs. Gartner MQ 

We found that the number of The Register articles (extracted from the common crawl data set) 

are highly correlated to our reading of NetApp’s position in the general-purpose magic 

quadrant.  

We opened Magic Quadrant picture (by 1080 x 1080 pixel) with Microsoft Paint application by 

viewing it with gridlines, wrote down each vendor’s position pixel (e.g. HPE 865 x (1080-160) 

pixels) and divided by 40 to make it comparable with The Register articles. We used two lines to 

measure Magic Quadrant scores, one was horizontal axis “Completeness of Vision,” the other 

line was “Ability to Execute” multiplying “Completeness of Vision,” to make it comparable, the 

first line (blue line) divided by 20 and the second line (green line) divided by 20,000 (these 

numbers are explained above). 
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Figure 7: Correlation between NetApp articles vs NetApp MQ by Gartner 

The chart Figure 7: Correlation between NetApp articles vs NetApp MQ by Gartner illustrates a 
high correlation between common crawl data tagged for NetApp and extracted from the 
Register NetApp storage domain with the coordinates from the MQ for  PMQ_GP. 
 
The decline of NetApp “popularity” after 2013 can be attributed to layoffs the company had 
that year and for the two years that followed. [2] The Elliott Management Corp. applied pressure 
due to the slow revenue growth that year. Slowdown in revenue growth was attributed to the 
decrease in federal IT demands. At the same time, Gartner’s report had advised customers to 
use caution when migrating from one NetApp product to another. The report also 
recommended use of professional services for the migration [3].  

Improvements in the NetApp scores for the MQ in 2017 can be attributed to: 

 Competitive pricing 

 Bundling of the software, which simplifies deployment and acquisition decision making 

 AFF arrays 

 Deployment of a new product ONTAP9 
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High correlation between common crawl data and the MQ will allow us to predict movements 
in the MQ, once we establish some bigger samples for the functional approximation, i.e. if we 
saw a decline in the common crawl data extract, we would be alerted to check the vendor’s 
financial statement or the news for layoff announcements. In the meantime, we will observe 
and monitor the trends in order to establish predicting power of the suggested approach. There 
may be several reasons for discrepancies in the methods below: 
 

1. Classification of some products by vendor and assignment of these products to a 
particular quadrant 

2. Scoring of the vendors in order to place them in the specific place in the quadrant is 
subjective and will therefore represent a source of variability 

3. Unknown process or difficulty of reproducibility of the vendor scoring is also a source of 
divergence 

4. In some cases, since the number of articles is small, we could use a different tagging 
strategy to come up with a “popularity index “which may include multiple data sources 
with assigned weights in the index 

5. Number of articles identified in The Register may need to be boosted in order to achieve 
a more representative sample. A broader time window, like 2-5 years, could identify 
macro trends 
 

 
First use case represents the ability to detect change in the vendors’ investments strategy 
based on MQ and Register popularity trends. The chart below represents Hitachi’s trends in the 
General-Purpose Arrays technology area. 
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Figure 8:Hitachi Data Systems- The Register Articles Vs. Gartner MQ by Year 

This graphic (Figure 8:Hitachi Data Systems- The Register Articles Vs. Gartner MQ by Year) 

represents a very interesting trend in modern industry. While maintaining high positions in the 

traditional general-purpose storage, Hitachi is refocusing its efforts on the new approach that is 

dictated by the modern industry environment. They are shifting to the IoT turnkey solution, but 

without a big splash in the media. Since 2010 they increased their investments into 

acquisitions,products and solutions development. They also went through a huge re-

organization in 2017. “As of September 19, 2017, Hitachi Data Systems (HDS) no longer exists as 

a stand-alone company. HDS has been combined with Pentaho and Hitachi Insight Group into a 

new company called Hitachi Vantara. This company will now focus on IoT, analytics and cloud 

computing. However, Hitachi Vantara will continue to develop storage arrays, converged and 

hyper-converged systems and storage software to support existing customers and their IoT 

vision and strategy. This page will be updated over the coming weeks to reflect that change in 

strategy.” 

“Hitachi’s vision is to create a better world through social innovation 

technologies. Their strategy centers on integrating infrastructure, content, 

and information layers with vertical industry applications to help turn data 
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into valuable business insights. The Hitachi Social Innovation business is 

focusing on becoming a leader in the Internet of Things (IoT) categories 

including information and telecommunication systems, power systems, as well 

as industrial, transportation, healthcare, and urban safety and development 

systems. These business segments account for approximately 60% of global 

business for Hitachi Ltd.” vii 

This is an unusual trend that confirms a shift in strategy of the company as we see that the 

leadership position in general purpose storage is not a priority for the company (represented by 

the downward trend starting from 2016). The fact that the Register article timeline is very 

smooth is showing a warning sign due to the sample size (number of articles with HDS tag is 

historically low). 

 

5.4 Use Case 2: Correlating News Coverage with Gartner MQ 

Another use case for the established correlation represents different technology; Solid State 

Arrays (SSA). We used Pure Storage Inc. as an example. Pure has enjoyed a lot of attention over 

the past several years. Founded in 2009 as a startup, the company went through an IPO and 

became publicly traded in 2015. They were first placed in the leadership position in the 

Gartner’s Magic Quadrant for SSA in 2014. [4] 

Pure was in litigation with EMC since 2013 and they settled the case in 2016.  

In 2016 there was another lawsuit filed against Pure for the “Securities Laws violations by Pure 

Storage Inc. in connection to the company’s October 7, 2015 initial public offering” [5]. 

The chart (Figure 9: Pure Storages- the Register Articles Vs. Gartner MQ by Year) represents the 

“dip in popularity”. Despite that, Pure maintained a leadership position in the Magic Quadrant, 

which is reflected by the blue line. 

Late in 2016, they started to talk about NVMe, and in April of 2017 they launched their X70 

NVMe array and changes to their Evergreen program. In June 2017 at Accelerate (this is the 

Pure conference) they announced over 30 new features including AI and Machine Learning for 

Pure 1. They also promised to become profitable as they were unable to make money thus far. 

Pure Storage started as a strong leader in the Solid-State Arrays space and has enjoyed this 

position for several years. The trends we see for Pure Storage are very smooth due to their 

strong leadership position.  



2018 Dell EMC Proven Professional Knowledge Sharing 19 
 

 
Figure 9: Pure Storages- the Register Articles Vs. Gartner MQ by Year 

 

5.5 Use Case 3: The Register Keywords/N-grams Vs. Gartner MQ 

Huawei is the third example of how analysis of the relationship between Gartner’s’ market 
share assessments with vendors positioning against vendors popularity can signal changes in 
vendors’ investments and strategies. The number of articles in The Register dedicated to the 
Huawei General Purpose Disc arrays is historically limited due to the primary country of where 
they operate. Huawei is a Chinese multi-national networking, telecommunications equipment, 
and services company, founded by a Chinese ex-military officer in 1987. It is the largest 
telecommunications equipment maker in the world. Huawei was accused of providing a back 
door for Chinese government to spy on their clients. In 2013 the founder of the company, Ren 
Zhengfei, announced that he would no longer look for business in the American market [6]. 
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Figure 10: The Register N-Grams Portion Vs. Gartner MQ by year 

 
They first were placed as a challenger by Gartner in General Purpose Disc Arrays MQ in 2014.  
As the chart (Figure 10: The Register N-Grams Portion Vs. Gartner MQ by year) shows, in 2016 
they reached the Leaders quadrant. Huawei’s sales in storage has been continuously growing 
mostly due to the demand from China which is the major contributor to their revenue. The firm 
is facing low brand recognition in the US due to concerns over possible Chinese espionage 
efforts via their products. In 2017 Huawei announced new NVMe products (picked up by a 
slight upward movement in 2017). 
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6. Application Architecture 

 
Figure 11: Common Crawl Data Processing Flow Diagram 

 

The Figure 11: Common Crawl Data Processing Flow Diagram shows a broad overview of the 

steps involved in the analysis of common crawl data. Going from the bottom up it shows how 

the data is extracted, processed and visualized. The amount of data in each phase becomes 

more streamlined and, hence, the reduction in size of the data being worked on. We start with 

the crawl data, extract the pages of interest into a private storage bucket, and then process it to 

remove unwanted words/tags. At the end, visualization tools are used to graphically display the 

results. These can be used to publish standard reports or customized by users to support their 

own analysis. 

6.1 Data Extraction and Analysis 

Data format:  

With the evolution of Common Crawl foundation over the years, the format of the data and 

metadata has also evolved. Data from early crawls, i.e. 2008 – 2012 is stored in ARC (Archive) 

file format. From 2013, raw data is stored in WARC (Web Archive) format and also consists of 

metadata (WAT) and plain text data (WET) extracted from the raw data stored in WARC format. 

Data archiving and accessing:  

Common Crawl releases new web crawl data on a monthly basis. Each month’s archive is made 

available on Amazon S3 which, on average, is about 2 billion web pages. It contains all the text 

of the website without any image data. It does however contain documents in PDF and other 

formats. Therefore, analyzing the crawl data means that the word counts included all verbiage 

used on a particular website. 
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Since the size of the crawl is multiple petabytes, analyzing it in place is not possible and copying 

it over is also not feasible. The best approach was to extract the website data of interest and 

store it in a private S3 bucket before it can be analyzed. 

The raw crawl data cannot be downloaded directly. There exists an index and query API system 

that can be used to retrieve the indexes for all URLs from a path or all subdomains. (Figure 12: 

The Common Crawl Index). The index site (http://index.commoncrawl.org) contains a readily 

accessible API for querying the index. How indexes are retrieved and raw data is downloaded is 

talked more about in section Error! Reference source not found. and Error! Reference source 

not found.. For this analysis, we used the index only to extract website data and move it to a S3 

bucket for further analysis.  

To get all of *.wikipedia.org, the following query can be run: 

http://index.commoncrawl.org/CC-MAIN-2015-11-

index?url=*.wikipedia.org/&page=0 

… 

http://index.commoncrawl.org/CC-MAIN-2015-11-

index?url=*.wikipedia.org/&page=988 

The above commands allow for the query process for multiple pages to be performed in 

parallel. It is also possible to run a MapReduce job, which computes the number of pages, 

creates a list of URLs, and then runs the query in parallel to extract the complete list of 

webpages and store them in an S3 bucket. 

 

Figure 12: The Common Crawl Index 

 

http://index.commoncrawl.org/
http://index.commoncrawl.org/CC-MAIN-2015-11-index?url=*.wikipedia.org/&page=0
http://index.commoncrawl.org/CC-MAIN-2015-11-index?url=*.wikipedia.org/&page=0
http://index.commoncrawl.org/CC-MAIN-2015-11-index?url=*.wikipedia.org/&page=988
http://index.commoncrawl.org/CC-MAIN-2015-11-index?url=*.wikipedia.org/&page=988
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6.2 Technology and Tools 

The project was executed in the public cloud for various reasons. First, since all the source data 

is in a publicly accessible cloud storage. Second, the organization funding the project preferred 

a pay-as-you-go model versus a capital expense of buying infrastructure or getting a hosted 

infrastructure from the IT department. Third, all the software tools like Spark and Zeppelin, 

which were needed to process the data, were already available as managed services on the 

public cloud platform. 

The figure below gives an overview of different layers of this project and how it is implemented 

in the cloud. Data source layer depicts that the common crawl archived data along with indexes 

is stored in Amazon’s S3 bucket as it is hosted by Amazon public data sets.  

 

Tools Used 

Spark/EMR Apache Spark is a cluster framework and programming model that helps 

programmers do machine learning, stream processing, or graph analytics EMR clusters. 

Resilient Distributed Datasets (RDDs) are a distributed memory abstraction that lets 

programmers perform in-memory computations on large clusters in a fault-tolerant manner. 

Zeppelin Notebook Apache Zeppelin is a multi-purpose web-based notebook which brings data 

ingestion, data exploration, visualization, sharing and collaboration features to Hadoop/Spark. 

Visualization Tools Data Visualization layer consists of tools like Tableau, D3JS, and AngularJS 

for visualizing the results. 
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Figure 13: Data Processing Architecture Diagram 

 

Data processing goes through various stages. Figure 13: Data Processing Architecture Diagram 

shows the flow. The data processing layer involves the extraction, transformation and loading 

of clean data into various S3 buckets. The next step was to strip the data of the html and 

JavaScript tag information and leave only the web page content. 

Source Code Projects Utilized  

Function Source Code Used For/ Notes 

Data Collection cdx-index-clientviii To download the indexes for URLs/web 

pages in a given domain 

Data Extraction CommonCrawl 

DocumentDownload ix 

To extract the actual raw web page data 

from the archive 

Data Processing Dkpro-c4corpusx To clean HTML data by removing html 

and JavaScript tags from the web pages 
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Data Analysis layer mainly consists of running Scala code in a Zeppelin notebook on EMR 

(Elastic Map Reduce) clusters. The analysis involves stemming, lemmatization, removing stop 

words, special characters, tokenization, word frequencies, bi-gram/tri-gram frequencies, etc.  

Data Visualization layer consists of tools like Tableau, D3JS, and AngularJS for visualizing the 

results that can be consumed by different users.  

 

6.3 Data Analysis 

• This step involves execution of Scala code in a Zeppelin notebook on an EMR cluster.  

• Once the Zeppelin notebook is loaded in the browser, the first step is to load the html 

clean data, i.e. plain text data from S3 buckets, into RDDs, using the Spark context. 

RDDs, which are a fundamental data structure of Spark, are an immutable distributed 

collection of objects. Each dataset in RDD is divided into logical partitions, which may be 

computed on different nodes of the cluster. 

• The following transformations are then performed on the RDD: 

• Removal of punctuation marks (except dot and hyphen), special characters and 

numbers: 

We used customized regular expressions to replace punctuation marks excluding 

hyphen (-), dot (.), apostrophe (‘), percentage (%) and forward slash (/) with a 

white space, to replace dot (.) at the end of words with white space, to replace 

multiple white spaces with single white space and to remove ‘… ‘ and ‘--‘ from 

the text.  

• Lowercasing is performed to normalize the text and ensure words like ‘Storage’ 

and ‘storage’ are not considered two separate words. 

• The next step is stop words removal. These words are filtered out before or after 

processing of natural language data, i.e. text. Though "stop words" usually refers to the 

most common words in a language, there is no single universal list of stop words used 

by all-natural language processing tools. The list of stop words could differ based on the 

intent and purpose of text analysis. In this project, we observed various keywords that 

had high frequencies in the text but did not hold much value given the intent of our 

analysis. Hence, we created a customized list of stop words in conjunction with Spark 

MlLib’s stop words based on the undesired results we observed in the initial iterations.  

• After stop words are removed from the input, the next step is frequency analysis where 

n-grams and their frequencies are determined. 
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• N-grams in a text input i.e. a sequence of words is n consecutive words delimited by a 

space character where n is the number of terms or words in the sequence. For example, 

Monograms are single words, a bi-gram is sequence of two words appearing 

consecutively in the input. Similarly, a tri-gram is a sequence of three words appearing 

consecutively in the input. For instance, ‘data center’ is a bi-gram and ‘Tivoli storage 

manager’ is a tri-gram. Analyzing the frequencies of monograms may not hold much 

value, depending on the context. For instance, the high frequencies of monograms 

‘data’ and ‘center’ may not indicate much but high frequency of appearance of ‘data’ 

and ‘center’ together as a bi-gram could indicate that ‘data center’ is being discussed a 

lot in the article being analyzed. 

 

6.4 Data visualization 

• Monogram, bi-gram frequency and tri-gram frequency 

We used Spark MlLib’s N-Gram feature to determine the n-grams and their frequency. 

As an example, n-gram frequency for a published article in ‘The Register’ is shown in 

Figure 14. 

 

 

Figure 14: Snapshot of Monogram Frequency 

 

6.5 Design Choices with Storing, Analyzing and Collaborating 
 

When doing analysis like this there are a lot of options to choose from in terms of where the 

data should be stored, where and how it should be processed and the tools to leverage. This 

section talks about the design choices, and reasoning behind the choices we made. 

Apache Spark was used as the data analytics framework and it follows a master/slave 

architecture, with two main daemons and a cluster manager: 1) Single Master Daemon – Driver 

Process 2) Multiple Slave Daemons – Executor Process. The driver and the executors run their 

individual Java processes on separate physical or virtual machines. 
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1. Choice of Compute tools and ramp-up process: we compared various options by varying 

the Master and Slave compute instance types and also the number of Slave nodes used. 

We finally settled on the highlighted option below to optimize cost and processing time. 

Master 
Type 

Slave       
Type 

Number 
of Slaves 

Processing 
Time (mins) 

m3-xlarge m3-xlarge 2 6.2 

r3-2xlarge r3-2xlarge 2 3.18 

m1-large m1-large 2 11.16 

m3-xlarge m3-xlarge 6 2.45 

r3-2xlarge m3-2xlarge 6 2.48 

r3-2xlarge r3-2xlarge 6 2.16 

m3-xlarge m3-xlarge 9 2.19 

Figure 15: Compute Instance Options 

 

 

Financial aspects of choosing the right compute instance 

1. Interim data storage: Because the Common Crawl data is stored in a public S3 bucket 

and organized into index files and webpage files, and the processing was done in an 

EMR cluster in the cloud, it made sense to keep all interim data (extracted data, html 

removed data etc.) in the cloud itself.  

2. Data growth: Websites, especially news sites that published dozens of articles each day, 

have a lot of data. As we started data extraction from the crawl for every month over a 

period of 7-8 years, it started adding up quickly to 1 Terabyte. Figure 16: Growth in 

Intermediate Storage RequirementFigure 15: Compute Instance Options graph shows 

the growth of the storage space needed. We had to make decisions on which 

intermediate data to save and what to get rid of completely. 
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Figure 16: Growth in Intermediate Storage Requirement 

3. GitHub – For the various stages of data processing, we used a lot of code from GitHub. 

We wanted to share back with the community as well, so we checked in our code into 

GitHub and tagged it with Common Crawl. We were happy to see an acknowledgment 

for our code and it got listed on the Common Crawl page as an example of how to use 

the crawl data to generate insights. Check the common crawl example code page for the 

“KeywordAnalysis: Word analysis, by domain, on the Common Crawl data set for the 

purpose of finding industry trends by CI-Research” projectxi. KeywordAnalysis is the 

name of the GitHub repository which has the step-by-step guide on how to execute the 

code. xii 

7. Conclusion 

This paper demonstrated that valuable insights about market movements and direction 

changes can be uncovered using open data. The trends that are happening in public view (since 

we were analyzing publicly available news articles) may not always perfectly align with the 

technology trends but can serve as warning signs for the change of direction (as in the HDS 

example). This experiment with the common crawl data demonstrates that there is a high 

potential for using this data source for building predictive models. Future steps will include 

construction of a “popularity index” -like concept by assessing and incorporating other sources 

of information. 

We only explored this method using the Storage section of The Register, but we plan to expand 

to other sectors. Our analysis was limited to the visual, almost exploratory due to the steep 

learning curve in data extraction and manipulation. The code for the exploratory analysis and 

data extraction was shared on GitHub and is recognized as useful by the administrators of the 

Common Crawl organization. Future model development is definitely on the horizon. 
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8. Future Scope 
Automated processing can be scheduled when new crawl data is released every month and 

machine learning algorithms could be developed to analyze the data in real time. Once the 

extracted data is in private storage buckets, it can also be used to support custom analysis using 

dashboards and reports. We plan to look into the creation of a database to store the extracted 

data. This would be planned for future revisions of this analysis.  
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interfaces (REST, SOAP). Since 2007, S3 has become the foundation of so many websites 

that an interruption in this service now causes huge ripple effects across the internet. S3 

was the primary storage space used for this analysis. 

 AWS Comprehend: Amazon Comprehend is a natural language processing (NLP) service 

that uses machine learning to find insights and relationships in text. Amazon 

Comprehend identifies the language of the text; extracts key phrases, places, people, 
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organizes a collection of text files by topic. xv 
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