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Introduction 

The content in this article applies to you if you are a customer, product developer, or an admin 

with a common goal: keeping intact the security of your Linux-based product, its stability, 

tackling the challenges involved, in a world where numerous security problems and 

corresponding security patches are introduced every day. The purpose of this article is to 

provide guidance for analyzing the threat and severity of day-to-day security issues reported in 

Linux-based systems, products, and appliances and to devise patch strategies for the same. 

While Linux is chosen as an example for its simplicity and pervasive use, the concepts can be 

applied to any operating system.  

Security scans run by customers report 100s of issues and sometimes they have no clue on 

how to respond to it especially those un familiar with the Linux system. In view of the recent high 

profile serious vulnerabilities like the Heartbleed and Shellshock bugs, there has been a spurt in 

awareness about security issues due to widespread media attention. The Shellshock FAQ1 on 

Redhat’s security blog had a mildly amusing question: Is my lightbulb really affected by these 

flaws? The question may sound amusing to some, but to an alert IT administrator it may well be 

sounding a scary alarm - what all Linux-based devices, modems etc. are running Bash, we may 

never have audited them!  In this era of the so called ‘Internet of Things’ everything is an 

embedded computing device running an OS which could be none other than Linux. Smart 

phones are running on Linux. The recent case of Shellshock vulnerability was the best example 

of how a severe security bug can stay hidden for years and even decades and present 

unforeseeable challenges upon its discovery.   

Defining the problem areas 

The first challenge faced by anyone who wants to devise a patch strategy is the occurrence of 

too many security problems and too many probable solutions. Almost weekly, a number of 

vulnerabilities and security patches are announced on security mailing lists by various Linux 

vendors. It is usually not possible to monitor the mailing lists unless you have a dedicated 

person who monitors the security events and publically released vendor advisories. In a 

practical sense, everyone opts for a reactive approach and relies on the hype and noise created 

by a newly discovered vulnerability. This strategy may be suitable to most of us; however, the 

downside is that if your product is widely used, vulnerabilities like Heartbleed or Bash 

Shellshock would not give you any chance to survive. 
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It is obvious that once you have an assessment of the rate and severity of incoming 

vulnerabilities for your product, there are two ways to devise a patch strategy – Apply all 

system patches and stay updated or apply only critical patches and stay stable. Patches 

are released by Linux vendors in the form of software rpm updates (or other formats); however, 

you still need to test them before releasing to the customers. Imagine your product running on 

an old Linux system which is no longer supported and uses mostly obsolete software packages 

and kernel version. How do you patch such a system without breaking your legacy software 

application running on it? One cannot run away from it, because customers still expect product 

support. In this hot pursuit of patching and securing the system, one needs to understand the 

nature of patches. Some patches hardly affect system stability; however, some patches may be 

incompatible with your legacy software.   

The first thing would be to decide if your system really needs that patch update. Are you really 

affected by the problem as advertised by security champions? How do you find what security 

problems your Linux currently has? Security scanners can be of great help in this regard. A 

number of scanners get periodic updates to their software and help in identification of the most 

recent available patches. Another approach is towards monitoring the advisories applicable to 

the components of your Linux product. However, this may require an initial one time exercise of 

baselining your product for the software components in use. The process may seem manual but 

there are commercial solutions available that automate this task.   

Continuing along this line, the next part is the assessment of a security problem. Based on the 

risk assessment one can decide whether the problem is serious enough to be patched. Highly 

critical components like the Kernel cannot be updated without adequate testing. Most incoming 

Linux system vulnerabilities can be classified into three broad categories and their severity can 

be understood by the kind of impact they can have:  

1. Local vulnerabilities  

2. Remote vulnerabilities  

3. Kernel-related vulnerabilities  

Further drilling down the classification, local vulnerabilities can result in privileged code 

execution, denial of service (DoS) and context dependent vulnerabilities that depend on how the 

application developer has used the vulnerable library.  
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Remote vulnerabilities fall into the category that affect network based services and can be 

triggered over the network.  

Kernel-related vulnerabilities can be classified into two main categories: one that affect the 

kernel itself, and others that affect loadable kernel modules and drivers. While the former affect 

kernel directly and can be considered serious, the latter are generally context dependent and 

often not applicable if you do not use the vulnerable module or the affected driver. The job 

becomes harder in case of propriety software where the vendor may choose not to divulge the 

technical details of the problem and just supply a security patch. Depending on the severity of 

the issue, the likelihood of exploitation helps in prioritizing the patch effort. It does not matter 

how daunting the initial effort may seem, the effort actually creates an easy way for future patch 

applications.  

The upcoming sections follow up and build on the same idea and elaborate on the procedures.  

Familiarity with CVE IDs 

If you are not familiar with the CVE, CVE2 (Common Vulnerabilities and Exposures) is a 

dictionary of publically known information security vulnerabilities and exposures. It is a popular 

and important measure to identify, categorize, and compare security vulnerabilities. One can 

refer to the CVE website (cve.mitre.org) and learn more through its FAQ3 page. For the purpose 

of this article, knowledge about CVE IDs is not mandatory but having some idea is preferable. If 

you are learning about information security, it is advised to grasp the concepts of CVE as early 

as possible. 

Too many vulnerabilities and too many solutions to apply 

A simple statistics analysis query with a keyword “linux” on NIST’s CVE statistics4 page shows 

the trend of published CVE IDs for the given time period. Figure 1 shows the trend for the last 

three years. 
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Figure 1: CVE trend
4
  

It is evident that the number of vulnerabilities affecting Linux every year is increasing. However, 

it may not have anything to do with Linux per se, because in general the number of 

vulnerabilities reported rises every year.  

The majority of the vulnerabilities are in the medium and high category, which means you still 

may have to ‘have a look’ and possibly analyze the CVE to see if it affects your Linux 

distribution.  

The % of Total published CVEs indicate that a wide number of vulnerabilities remain that do not 

directly affect Linux but may be related to software like web servers, databases, etc. which still 

have a possibility of being deployed on Linux. Overall, one can assume that the task of 

monitoring and analyzing Linux vulnerabilities on a regular basis can indeed be cumbersome 

especially when you also have to focus on the business value and incurring cost. The 

assumption here is that one worries and cares about its Linux based product’s security actively 

along with business in mind, because a lot of products consider security as optional criteria 

unless customers or stakeholders specifically ask for it. 
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Response Strategies – Reactive v/s Proactive 

Security-related events expect responses from the product teams. Customers using your 

product want convincing answers to ensure their business does not get affected by an untoward 

security incident.  

How do you respond? Do you wait for your customers to ask you questions about the security 

status of your product and then react based on urgency? Imagine a situation where you wake 

up one morning and realize that a customer has pointed out a critical vulnerability in the SSL 

library and it needs to be upgraded as soon as possible. But the internal components in the 

product have tight dependencies and do not allow changes to the system’s SSL library. 

Or do you pro-actively look for security issues and stay one step ahead. Having a proactive 

approach on following the security updates on a regular basis and then regularizing the security 

patch process is a preferred approach. This would always help in foreseeing potential 

compatibility issues early in the product development. Having a biweekly or a monthly meeting 

to discuss and plan for the incoming security fixes/issues is an example of pro-active approach. 

Not reacting for years and one day discovering a long undetected ShellShock or Heartbleed 

vulnerability is the example of reactive approach. 

The kind of approach you are following may impact the patch management strategies for your 

product. 

Patch management and Update strategies 

A Linux-based product certainly requires maintenance effort. If you follow the security updates 

from some of the big enterprise Linux vendors you will find they release multiple security 

updates a week.  

To give an idea, the statistics shown in Figure 2 describe the number of security patch updates 

released by RedHat and Suse for Redhat server 5, 6, and Suse 11 SP3 respectively in 2014: 
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Figure 2: Security patch updates for RHEL5
5
, RHEL6

6
, Suse 11 SP3

7
 in 2014 

However it is not easy to keep applying weekly security updates in a production server blindly 

without worrying about stability, security, or performance. In practical terms, applying patches 

just because they are easily accessible and because ‘you must stay updated’ without adequate 

testing can be a bit risky. Any system admin will tell you the hazards of production downtime if 

you have introduced a wrong patch that breaks certain functionality. 

It is important that we understand the differences of patching strategies. Keeping up to date with 

patches with your software is of course the best way to go about security. However, this 

requires that you trust the stability of your patch which may not be the case always. Production 

Linuxes are usually heavily customized deployments because of their open source and free 

nature. Thus, before the application of a patch you must carefully analyze its applicability as 

well. The open source and free nature certainly helps in this regard. For example, fixes in open 

source packages are open source as well. You can clearly see the fix comments and 

understand if the fix is really applicable and helpful to your deployment. 

  

82 

122 

176 

Security patch updates released in 2014

Security patch updates for Linux 

RedHat Server 5 RedHat Server 6 Suse 11 SP 3
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Various components in a full-fledged product 

When we are talking about a Linux based product, we are not just talking about the Linux 

distribution, but the entire product deployment which may contain a base Linux operating 

system, its internal software packages, and a variety of other components like an Application 

server, web server, database, and various other applications that help in the business process. 

Figure 3 briefly highlights the general complexities faced and update considerations when there 

are too many components, updates provided from different vendors, version specific 

dependencies, etc.  

A Linux OS can have vendor-provided rpms and customized components compiled directly 

through source. Application server may have a different vendor and may have a different patch 

update mechanism. Similarly, web server and database may have a different vendor. The SSL 

library used by the web server can have its own source of update. The web server may have 

support for only a specific version of SSL library. The running applications for business use may 

have their own frameworks and libraries like Spring framework, Hibernate, Struts, Apache 

commons framework, etc. and may occasionally have dependency issues with the application 

server or JRE version. Needless to say, patching the entire system can become cumbersome. 

The choice of software components usually lies with the architects and product owners based 

on cost, licensing, and support, a discussion that is out of scope for this article.  

Figure 3 displays a table which depicts various components that can be present in a Linux- 

based product. The product patches may be provided by different vendors and every 

component will have specific concerns regarding the update.   
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Figure 3: Different components in an appliance require different patch approaches and compatibility 

considerations 

  

• Vendor  A provided patches (rpms) 

• Custom components (if any) compiled from source (not 

provided by the vendor) 

• Security updates  are  of prime concern 

Linux OS 

• Vendor B provided updates 
• Compatibility with third party application level libraries like 

Spring framework, apache-commons, etc 
• Performance and security are of prime concern 

Application 
server 

• Vendor  C provided updates 
• Compatibility with other components 
• Performance and security are of prime concern 

Web server 

• Vendor D provided updates 
• Performance  is the primary concern 

Java - Sun, IBM 
or Open JDK/JRE 

• Vendor  E provided updates 
• Compatibility with other components  
• Performance 

Database 

• Vendor F provided updates 
• Compatibility with web server, client's browser support 
• Security is of main concern along with latest crypto support 

SSL libraries 

• Development updates 
• Spring framework, Hibernate, Apache commons libraries, Struts 

etc. 

Application 
libraries  
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Walking into the patching strategies 

There are two kinds of strategies that can apply for patching the Linux system. 

One way is to simply apply all the patches as soon as they are released by the vendor. We can 

call this the staying updated strategy. This approach is more suited for front-end software where 

the likelihood of a direct attack is high for web servers, web browsers, Internet-facing systems, 

etc. Internet is the major source of attack and any system that interacts with the Internet can be 

considered at high risk. The threats not only come from an attacker attacking the system 

directly, but even the system passively accessing the attacker’s resources that have the 

potential to harm it through remote code execution.  

The other way is to apply only those patches that are of extremely critical nature, keeping the 

less critical patches for a later time or a major release. This approach is suited to systems that 

do not have a direct attack threat and where the systems are protected by other mitigation 

factors like an isolated network environment, customized and heavy-duty firewalls, etc. The 

following two topics explain the approaches in detail.   

Strategy 1: Apply all patches and stay updated   

The staying updated strategy assumes that your software gets patched as soon as possible and 

stays updated with the most recent updates and patches released by the vendor. Let’s take the 

case study of a browser: A simple example is a web browser when any updates released are 

quickly and automatically applied to the browser. This strategy is useful for software that works 

in a highly vulnerable environment and is prone to a lot of attacks. Since the browser in your 

computer is your gateway to the Internet and you use it to process and view different websites 

(good or bad), the threat levels are very high. From an attacker’s perspective, browser-based 

client side attacks are an easy way to mass-infect a lot of unpatched browsers and infect them 

with malware. This is the reason browser vendors are expected to release quick patches and 

enable a mechanism like auto-updates to deliver them to the browsers automatically. 

What it requires: 

 A lot of testing including regression testing, because you are making a lot of changes to 

the system 

 Ability to recover fast in case of a broken functionality 

 Cannot work when there a too many dependent components in the system  
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However, there is a big difference between updating a browser and updating a Linux system 

that has been optimized for production use. Too many changes made too frequently have the 

potential to break the system features and cause unnecessary business downtime.  

Strategy 2: Apply critical patches but stay stable 

The downside of the browser’s staying updated strategy is that there is always a risk of the 

browser becoming unstable due to automatic updates. This would hold true in cases where the 

user has a chance to do heavy customizations to the browser, i.e. installing third party plugins, 

extensions, etc. But since a majority of the users do not customize the browser, such risks 

would always be a low percentage. Additionally, re-installing a browser is not a difficult job and 

does not cause business downtime. 

Now imagine that you have a Linux-based production server which helps perform millions of 

business transactions every day. Do you still think that the staying updated strategy would be 

good for this case? Even a five minute downtime or a system restart would mean losing out on 

business for those five minutes. We cannot imagine a possibility of a server going down unless 

there are other servers to share the load. We will always be apprehensive of any security- and 

performance-related impacts that can adversely affect the business after the application of a 

patch. In such cases, we need an expert analysis of whether the patch is really useful for the 

server, if it affects the performance in any way and, of course, are there security implications.   

This part is tricky because conventional wisdom says that you should stay updated and patched 

with the latest patches all the time. This is mainly because in the absence of an expert analysis 

and the general uncertainty surrounding security, it is advisable to patch the vulnerability. 

However, security scenarios are far more complex than to be governed by conventional logic. In 

the staying stable strategy, we apply only those patches that are really required by the system 

after an expert analysis of the deployment.  

The downside of this is that after a while, your production system starts looking old and 

outdated. The issues reported by scanners increase with time. This does not necessarily mean 

that the system is insecure. Additionally, it can become cumbersome to provide a justification to 

security auditors for every false positive reported.  
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A simple example would be when you are running an Ubuntu server 10.04 which was released 

in 2010 and you have done enough customizations, performance testing, and security 

measures to make it is secure. Obviously, all these measures would have taken human effort 

and time. However, when a security scanner reports that your release is outdated and Ubuntu 

14.10 is already released, you may have to produce a minor report on why your Ubuntu 10.04 is 

stable and secure. 

The next part delves into the patches released by the Linux vendors and how to decide what 

patches are good for you. 

Nature of patches 

A common refrain is that there are too many patches released by Linux vendors. Do we need to 

keep applying all of them all the time? 

No. Linux systems have grown a lot since their early days. The Linux kernel is far more stable 

and secure than it used to be. In general, a lot of software has improved in stability and 

exploiting Linux systems ‘just like the old ways’ has become harder. The default configurations 

are usually secure and there is better awareness on the associated risks due to the hype 

generated these days. A lot of security vulnerabilities are reported, however the exploitability is 

not always proven which means the vulnerability could be strong in theory but hard to exploit in 

a practical scenario. Nevertheless, such vulnerabilities are patched by the vendors and you get 

an update to apply. How do you know what patches need to be applied to your system? 

1. You may follow the security or patch advisories released by the vendor. 

2. You may enroll in a program where security advisories are listed as per its applicability 

to your product. 

3. You may run an updated security scanner like Nessus, which inspects your system and 

provides a list of missing patches. 

4. You may keep a list of other components like database, application server, and web 

server if installed in your system and follow their patch schedule independently.  
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A sample Nessus scanner patch audit report can be seen here: 

 

Figure 4: A sample Nessus scanner patch audit report
8
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Example of a security advisory released for OpenSuse 

 

Figure 5: A patch advisory released by OpenSuse
9
 

Now that you have run a scanner or you have been following security updates from the vendor, 

you have a list of applicable patches that can be applied to the system. But can this list be 

considered as complete? 

How to decide if you need that update or not   

Typically, when you are not a hacker and are clueless about security concepts, the easiest way 

to analyze a system’s security is by running some sort of scanner and then a follow up to 

analyze and fix the findings.  
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This is not a bad approach, but it is important that the scanners are run correctly and you must 

be fully aware of the limitations of such a scanning exercise. There can always be some blind 

spots that the scanner may not cover. Let’s try to understand a typical security scanner 

behavior: 

1. Different scanners are written differently 

2. Some are specialized for certain tasks, like OS scanning, STIG scanning, web 

application scanning 

3. Scanner results depend a lot on the user and how they run the scan; a basic knowledge 

of security attacks is still required to make full use of the scan 

There is no magic wand or tool that tells you what you need or don’t need to update. Security 

tools and scanners is a good way to get introduced to the security of the system but you will 

always need an expert level review to find out if the threats are actually applicable to the 

system. By expert level reviewer we mean someone who has a good grasp not only of the 

security fundamentals but who also knows how to practically break into the systems.  

Another way is to build that expertise is by figuring out the technical details of the vulnerability 

and exploitability. It is possible that the specific vulnerable component may not be in use at all in 

the software. An example case study of an HTTP server affected by a buffer overflow in a 

module is explained below. 

Case Study: CVE-2014-022610 

About the vulnerability: Apache HTTPD: mod_status buffer overflow 

Description: Race condition in the mod_status module in the Apache HTTP Server before 

2.4.10 allows remote attackers to cause a denial of service (heap-based buffer overflow), or 

possibly obtain sensitive credential information or execute arbitrary code, via a crafted request 

that triggers improper scoreboard handling within the status_handler function in 

modules/generators/mod_status.c and the lua_ap_scoreboard_worker function in 

modules/lua/lua_request.c. 

Let’s take the example of CVE-2014-0226, which is remote heap based buffer overflow 

vulnerability affecting Apache HTTP web server. 
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Simple meaning: It is possible to remotely ‘stop’ a vulnerable Apache web server from 

functioning regular requests. An attacker can knock down a vulnerable Apache web server 

which can cause loss of service to the end users. It is possible that to recover from the attack, 

the server will have to be manually restarted. But unless the vulnerability is patched, the 

attacker can keep doing this repeatedly. 

Vulnerability information and applicability: The vulnerability affects mod_status module and 

Apache HTTP web server prior to version 2.4.10 are affected. If your Apache web server 

version is a vulnerable one, you should check for the presence of mod_status module which is a 

module used to query server health status. Presence of the module decides if the vulnerability is 

present in the server or not.  

It is possible that if the Apache server was deployed with bare minimum configuration, 

mod_status was not complied and installed. Another possibility is that the module was compiled 

but is not used within Apache and is not loaded into memory during runtime. In both cases, the 

vulnerability will not affect server deployment. A command for Apache like “apachectl –M” lists 

the modules which Apache has loaded in its memory.  

A module that is present and loaded in the memory means the server deployment is vulnerable 

to the attack and exploitability factors need to be considered. 

Exploitability: If the mod_status module is present, the next step would be to investigate the 

conditions in which the vulnerability can be exploited. A Google search would reveal that 

exploits are publically available, and further inspection of the code reveals that it is trivial to 

exploit the vulnerability and it does not require any special conditions or presence of external 

factors. Plus, the easy availability of exploit code makes it dangerous as well. Anyone can 

download and run the exploit against a vulnerable server. 

The best solution would be to apply the patch as soon as possible. Until the time that the patch 

is applied, mitigations such as disabling the mod_status module can be applied. 

The use case of Apache is an example where one must know what modules are absolutely 

required by the web server and those that are extra and unnecessary are disabled or removed 

from the server deployment so that vulnerabilities occurring in the ‘extra’ modules can be 

avoided. The concept is applicable for removing unnecessary packages that come with Linux. 
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Suppose the default Linux comes with 250 different packages. You do not need them all for 

your product. Stripping down those that are unnecessary is the first step. Suppose you removed 

the unnecessary ones and reduced the number to 150. This results in avoiding being the victim 

of vulnerabilities of the 100 unnecessary packages. 

An example approach for baselining the installed packages 

There are basic one-time exercises that you can perform today for a successful patch 

management strategy for the future. 

Cut down the number of packages. Have only what is needed. 

The result of this step is that we learn to know our system inside out. We know exactly what 

purpose is served by the 150 packages installed in the system. The result is that whenever 

there is a new vulnerability coming in, you know how it may affect your system.  

For example, samba client/server. If you only have a samba client installed, you are not 

vulnerable to vulnerabilities affecting samba server.  

If a vulnerability is affecting rsync server, but you do not run the rsync daemon, the vulnerability 

does not affect you. 

It would be great to do this exercise once and document the results for future reference. Here is 

an example of information you may want to capture while performing the baselining: 

 Package name and description 

o Name and what general purpose it solves. 

o This should develop a general understanding of the package and the primary 

purpose for which it has been created. 

 Type of package 

o What kind of an application is it? Standalone tool, daemon, network service, 

library, module to be used by other packages, etc.? 

 Licensing information  

o GPL, Propriety, third party, etc. 

o Licensing terms indicate how the package is supposed to be used. From an 

engineering perspective, this could mean whether the package is redistributable 

and if it can be modified or customized support related terms and conditions.  
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o The important thing here to note is that if we need to customize the software to 

adapt to new security settings or to fix security issues in the absence of proper 

support, do the licensing terms allow it?  

o This information should be reviewed by the legal experts. 

 Source code control 

o Is the source code available? Or is it closed source. 

o Availability of source code means transparency and power to analyze bugs on 

your own. 

o It also means you need not rely on the vendor for analyzing and fixing security 

bugs given the licensing terms allow it.  

 Support information 

o Is it well supported?  

o Does it receive regular security updates? 

o Do they respond to security queries with urgency? 

o Good support ensures the security fixes and patches are timely and stable. 

 Purpose in your product 

o Why do you need this package in your product?  

o What business use case does it serve?   

o What would happen if this package is broken or accidentally removed from the 

system?  

 Sub-components 

o Are there any subcomponents that come as a part of this package? 

o Does your product need ALL of them?  

o Which sub-components does your product need?  

o Is it possible to remove the unnecessary components? For example, 

administrative features in application servers, sample code, modules in a web 

server, etc. 

 Inspection of default running configuration 

o What is the default configuration used by the package?  

o Have they been analyzed and customized from a security perspective?  

o Are there any features that are enabled by default? 
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Following this template for let’s say 150 packages can be cumbersome, but it is a one-time 

effort. The exercise will help you realize what packages are security sensitive, vulnerability- or 

threat-prone, and require a detailed analysis.   

Once you have a fair understanding of what components and how these are being used by your 

system, you should be ready to analyze new vulnerabilities that are reported for the concerned 

package. 

Vulnerability classification 

Almost all day-to-day system vulnerabilities affecting your Linux distribution can be classified in 

three major areas. These are locally affecting vulnerabilities, remotely exploitable vulnerabilities 

and vulnerabilities that directly affect the kernel. Here we are not considering vulnerabilities that 

affect web-applications, because handling them is quite different from handling system 

vulnerabilities; these are mostly OS independent, and are out of scope for this article. However, 

there are always cases where the web-application vulnerabilities and system vulnerabilities 

occasionally meet up. A very good recent example of it is the Bash Shellshock vulnerability 

(CVE-2014-627111) which could be exploited through web-interfaces like CGI scripts.  

Disclaimer: The examples and use cases in the next topics are for educational purpose only.  

Handling Local vulnerabilities  

Regarding vulnerabilities in the context of a Linux operating system, local vulnerabilities are 

something that can be exploited from inside the system. Most times, the assumption is that a 

local user who has limited access to the system can use the vulnerability to: 

1. Access restricted parts of the OS (i.e. kernel memory or file systems, etc.) 

2. Escalate its privileges (become the super-user) 

3. Perform something that it is not allowed (modify something that the user does not have 

access to) 

4. Make OS services unavailable to other legitimate users of the system (also known as a 

denial of service attack) 
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Local denial of service 

Denial of service vulnerabilities are less popular vulnerabilities for experienced hackers for two 

main reasons: 

1. They do not serve a gain, i.e. providing greater access to the system. 

2. They are noisy and can alert admins when a service is suddenly not working. 

3. Unless the attack is against a critical system component like kernel itself, the running 

application does not affect the availability of the entire system. 

The access vector for these vulnerabilities is local as compared to remote/network exploitable. 

Case Study: CVE-2014-909012  

About the Vulnerability: ESPfix64: Local denial of service via do_double_fault() function in 

arch/x86/kernel/traps.c 

Description: The do_double_fault function in arch/x86/kernel/traps.c in the Linux kernel through 

3.17.4 does not properly handle faults associated with the Stack Segment (SS) segment 

register, which allows local users to cause a denial of service (panic) via a modify_ldt system 

call, as demonstrated by sigreturn_32 in the linux-clock-tests test suite. 

It is a vulnerability that affects the kernel directly. DoS vulnerabilities have the effect of freezing 

or killing the software process via memory corruption. For example, a DoS vulnerability affecting 

a web server can bring the web server down, but not necessarily the OS or any other services 

like a database or application server. However, if the vulnerability exists in a critical software 

piece like the kernel, the entire OS will experience downtime. Since the vulnerability is only 

locally exploitable, an attacker first needs to log in to the system, get shell access, and then run 

the exploit code, possibly by compromising any other shell-based account, because all accounts 

in Linux are usually password protected. If the attacker cannot find a way to log in to the system, 

the vulnerability cannot be exploited. 

Privilege escalation 

The most severe of all is privilege escalations where a user escalates its privileges to the super-

user account. Hence, it is always a recommended to run software with the least privilege, 

meaning that the software should be designed and implemented to run with least privileges. 
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An example is CVE-2010-0832 which affects the pam_motd PAM module in Ubuntu Linux: 

Case Study: CVE-2010-083213 

About the Vulnerability: MOTD module privilege escalation in Ubuntu 

Description: pam_motd (aka the MOTD module) in libpam-modules before 1.1.0-2ubuntu1.1 in 

PAM on Ubuntu 9.10 and libpam-modules before 1.1.1-2ubuntu5 in PAM on Ubuntu 10.04 LTS 

allows local users to change the ownership of arbitrary files via a symlink attack on .cache in a 

user's home directory, related to "user file stamps" and the motd.legal-notice file. 

Figure 6 displays the execution of a publically available exploit that elevates the privileges of a 

low privileged user administrator (uid=1000) to the super-user root (uid=0) using the pam_motd 

module vulnerability in Ubuntu Linux. 

 

Figure 6: Example of a local privilege escalation (CVE-2010-0832) 

Privilege escalation vulnerabilities affecting the kernel are considered critical because the kernel 

code is mostly the same across all the Linux distributions. Hence, kernel vulnerabilities affect 

most of the Linux distributions. A local privilege escalation vulnerability once again means that 

the attacker needs to find a way to log in to the system and gain shell-based access to run the 

exploit code. 
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Depending on the affected vulnerable component, the patch could be easy or difficult. For 

example, if the local vulnerability affects the kernel, a kernel upgrade is usually the best means 

to address the solution. However, kernel upgrades are risky as well. In order to mitigate, it is 

important to protect the shell-based system access. If you are confident that web applications 

and other features do not have any serious vulnerability, you should protect the low privileged 

user account that can log in and use the shell.    

Threat is high when you have a number of low privileged users 

Typically in all local vulnerabilities, the attacker needs to have access to the system which often 

means a low privileged terminal/shell access and the capability to run/execute programs. The 

threat level is high when your system has a large number of users that can log in to the system. 

Controlling the access for these users and making sure what areas/tools they can access and 

auditing their use are the first steps one should keep in mind. Limiting their shell accounts using 

chroot is often a good idea assuming chroot has been configured correctly and the chroot 

software itself does not have vulnerabilities.  

In order to gain access, an attacker can also try to figure out the password of an account by 

brute force, or any other means to log in and try exploiting the system. A secure solution for an 

extremely critical system account would be the use of two-factor authentication. Another option 

is to use public-private key pairs in SSH, and disable password-based logins completely. If you 

cannot disable password based logins, you must have strong password policies and other PAM 

module protections against password guessing and brute force attacks. There are Linux-based 

packages like fail2ban that can ban IP addresses trying to brute force SSH accounts.  

If you do not need unnecessary users, do not keep them in the system. If you still want to keep 

them, be careful about what they can do and audit their use and logins. Brute force and 

password guessing attacks are pretty common over the Internet. 

Handling Remote vulnerabilities 

Vulnerabilities that can be exploited over a network are considered remote vulnerabilities or 

network exploitable vulnerabilities. Applications like web servers, application servers, 

databases, or other network service like the samba server, DNS servers, and email servers, are 

examples of software that provide specific services over the network. A vulnerability in these 

components is considered most critical because the attacks can occur over the network and can 

be executed by anyone who can remotely communicate with the system. 
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A remotely exploitable vulnerability in a network service means that the attacker will be able to 

execute code with the privilege of running network service. Hence, network services are always 

run with the least privilege to contain the damage in case of a vulnerability discovery. 

Example: CVE-2012-182314 affecting PHP language affecting its CGI component. It is possible 

to remotely attack this vulnerability via the network. The target deployment can be a web server 

running the vulnerable version and affected module of PHP. 

Another example was the Bash Shellshock vulnerability CVE-2014-627111, which could be 

exploited against web servers that use CGI scripts, which in turn use the vulnerable Bash to 

process the input. 

Another famous example is the CRC-32 compensation attack vulnerability in SSH (CVE-2001-

014415) which was also depicted in the Hollywood movie Matrix Reloaded.  In the movie, the 

character Trinity gains root access to the power grid computers using a CVE-2001-0144 exploit. 

Handling Kernel vulnerabilities 

Vulnerabilities affecting the kernel are considered critical because they affect the core of the 

Linux operating system, have minimal defenses, and can affect a majority of Linux distributions. 

The kernel is a sensitive part of the Linux operating system where an attempt to exploit a 

vulnerability can either lead to a crash of the entire system or privilege escalation. Kernel 

vulnerabilities are most sought after by attackers because they can be used against a variety of 

Linux systems. However, the nature of vulnerabilities is local and exploiting a kernel vulnerability 

will most likely require shell access to the system.  

Case study: CVE-2010-425816 is a local privilege escalation vulnerability affecting kernels 

before 2.6.32.2, which allows local users to bypass certain restrictions and gain privileges of 

root. 

About the Vulnerability: Linux kernel do_exit function vulnerability 

Description: The do_exit function in kernel/exit.c in the Linux kernel before 2.6.36.2 does not 

properly handle a KERNEL_DS get_fs value, which allows local users to bypass intended 

access_ok restrictions, overwrite arbitrary kernel memory locations, and gain privileges by 

leveraging a (1) BUG, (2) NULL pointer dereference, or (3) page fault, as demonstrated by 

vectors involving the clear_child_tid feature and the splice system call. 
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Kernel privilege escalation exploits can be compiled and executed against a vulnerable system 

to obtain root privileges using CVE-2010-4258. 

Figure 7 depicts the execution of a publically available exploit code that elevates the user’s 

privilege from a non-privileged account named administrator (UID=1000) to root (UID=0). 

 

Figure 7: Local privilege escalation (Kernel vulnerability) 

Some kernel vulnerabilities require special conditions to be met or certain environmental options 

to be enabled before they really affect the kernel. One has to check if these conditions are met 

in order to figure out the applicability. 

Case study of conditions: CVE-2014-230917 

About the Vulnerability: An example here is CVE-2014-2309, which affects  the ipv6 module 

in the Linux kernel through 3.13.6  and can cause remote denial of service attacks via a flooding 

of ICMPv6 router advertisement packets.  

Description: The ip6_route_add function in net/ipv6/route.c in the Linux kernel through 3.13.6 

does not properly count the addition of routes, which allows remote attackers to cause a denial 

of service (memory consumption) via a flood of ICMPv6 Router Advertisement packets. 
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Condition is involved 

A little browsing through the references and mailing lists would reveal that the problem affects 

only the distributions that accept router advertisements.  

Check the condition, if it is enabled in your environment 

This setting can be checked in: 

/proc/sys/net/ipv6/conf/<interface>/accept_ra setting, if 0 means disabled, if 1 means setting is 

enabled.  

If the setting is enabled, a simple mitigation is to disable it. This has to be preceded by a study 

of whether disabling it will adversely impact the normal working of your product. 

Risk classification 

For the purpose of risk classification and analysis, kernel vulnerabilities can occur in two ways:  

1. Those affecting the kernel core 

Vulnerabilities that affect the kernel core components or a critical part of the kernel are the ones 

which cannot be avoided or mitigated and can be fixed only with a kernel patch update. You 

may need to do some research before finding out if the vulnerability affects the kernel core.  

2. Those affecting the drivers or a third party loadable module 

There is another category of vulnerabilities that affects a third party module or a feature that 

may not be required and can be avoided. Deeper investigation may reveal if the vulnerability 

really affects your kernel depending on the use of the vulnerable module. To elaborate: 

When compiling a kernel, it is possible to include support for various third party drivers or 

modules in the kernel. This is decided during the kernel compilation process and cannot be 

changed later. To avoid exposure to vulnerabilities in third party modules, one can always follow 

the concept of having minimal modules enabled and customize the kernel for one’s own use. 

This should be done by an expert or else it may lead to problems if you do not know what you 

are doing. Figure 8 displays the example configuration step (make menuconfig) during the 

compilation of Linux kernel, where one can see all modules and drivers that will be included in 

the compiled kernel. 
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Figure 8: Selection of which modules to include during a kernel build configuration (make menuconfig) 

 

Case study: CVE-2013-192918 

About the vulnerability: An example is CVE-2013-1929 which is related to Heap-based buffer 

overflow in Broadcom drivers. Broadcom provides drivers for networking.  

Description: Heap-based buffer overflow in the tg3_read_vpd function in 

drivers/net/ethernet/broadcom/tg3.c in the Linux kernel before 3.8.6 allows physically proximate 

attackers to cause a denial of service (system crash) or possibly execute arbitrary code via 

crafted firmware that specifies a long string in the Vital Product Data (VPD) data structure. 
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Suppose we want to investigate if this kernel-related vulnerability affects our Linux deployment. 

The description text provides the following details that could be of use: 

Vulnerable function name: tg3_read_vpd 
Vulnerable source code location: <Kernel source directory>/drivers/net/Ethernet/Broadcom/tg3.c 
Vulnerable kernel versions: Before 3.8.6 
Condition: Physical proximity required for the attacker 
Vulnerable driver name: Broadcom tg3 Ethernet driver 
Impact: Code execution or crash (Denial of service) 
 
The first step is to check the Ethernet driver in use by your Linux deployment: 

 

Another command to lists all the network interfaces (including wireless) is ‘lshw –class 

network’, which is for ‘listing the hardware details (lshw)’. Here, you need to look for the driver 

tag being used by the network controller: 
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If it is not listed as tg3, you are not using the vulnerable driver. The vmxnet driver in this case is 

from VMware and hence, is not vulnerable in this instance. 

Another example is CVE-2013-2852, which is a format string vulnerability in Broadcom wireless 

driver firmware in the Linux kernel through 3.9.4.  

Case Study: CVE-2013-285219 

About the Vulnerability: Broadcom b43 wireless driver privilege escalation 

Description: Format string vulnerability in the b43_request_firmware function in 

drivers/net/wireless/b43/main.c in the Broadcom B43 wireless driver in the Linux kernel through 

3.9.4 allows local users to gain privileges by leveraging root access and including format string 

specifiers in an fwpostfix modprobe parameter, leading to improper construction of an error 

message. 

Check if you use the vulnerable wireless drivers. Most likely your Linux distribution, if running as 

a production server, may not be using wireless devices (rather Ethernet in a Lab), in which case 

your Linux kernel may not be vulnerable. In case you are using a wireless device, you can list 

the wireless drivers (using lshw -class network) in use to determine if you are using the 

vulnerable Broadcom firmware.  

Locating the vulnerable source code in kernel source structure 

Locating the source, vulnerable code, installed drivers, and loaded drivers in memory are all a 

part of vulnerability inspection and analysis. It helps in increasing familiarity and developing a 

better understanding of the Linux system. 
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A Linux system has a specific build and version installed on it which can be viewed by uname –

r. One should obtain the corresponding kernel source having the same version. 

For example, running the uname –r command results in: 

 

To install the source, the easy way is to install the corresponding kernel source rpm (kernel-

source-3.0.38-0.5.1) provided by your Linux vendor which installs the source in 

/usr/src/linux-3.0.38-0.5 (/usr/src/linux-<kernel version>) depending on your Linux 

distribution. 

Now when a vulnerability, for example, CVE-2013-2852, lists the vulnerable code as in 

drivers/net/wireless/b43/main.c, you can locate the corresponding code in 

/usr/src/linux-3.0.38-0.5 /drivers/net/wireless/b43/main.c of your Linux to 

locate how the offending code may look or to confirm if the offending code exists in your kernel 

version.  
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Locating the compiled driver in the kernel 

The next part is to locate the compiled kernel modules in your Linux distribution. The compiled 

modules can be located in /lib/modules/3.0.38-0.5-default/kernel/ followed by the 

directory structure. 

For example, listing the compiled wireless driver modules directory (kernel modules end with 

.ko): 
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You may notice that the b43 module is not present in the system. At this stage you can 

conclude that the vulnerability does not affect the system. Now let’s try to get more details on 

the network driver (which is not b43 anymore) that is actually in use by our system.  

Getting more details about the driver module 
The next part is to to check the module details, is it loaded in the memory, etc. 

Let’s look at an example of an Ethernet driver which is used by this Linux. Using the ethtool or 

‘lshw –class network’ command we can list the driver name. 

 

 
In this case it is an e1000 network driver, which is provided by Intel. 

To find more information about this driver, i.e. installed location, version, licensing information, 

etc., use the modinfo command that provides information about the module. 
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The information returned also includes the driver file’s location. It is important to confirm the 

physical presence of the driver file. Sometimes, the vulnerable driver will be physically present 

on the system, but it may not be loaded in the memory. The operation of loading a module into 

the memory requires root privileges and cannot be performed by low privileged users. This is 

noteworthy because if the module is present on the system, but not in use, it may not be 

possible for low level users to load it manually. 
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To check whether the module is currently loaded in the memory, we can use lsmod to list all the 

loaded modules. 

 
 
The command lsmod lists the modules such as the e1000 that have been loaded in the memory 

by the kernel. You can now see that the vulnerable b43 driver module is not in use by the 

system. The system actually uses the Intel driver e1000 for its Ethernet connections. You also 

know the precise location of the driver file and its version. As long as there is no vulnerability 

listed for e1000 driver, you do not need to worry.  
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Downloading from the Internet 

Let’s look at a simple example. We have an SSH server running in a Linux, and the requirement 

is to upgrade the SSH server to a recent version. Typically, how difficult could it be? Just get the 

most recent rpm and install or upgrade it, right? Or best would be to just run an update 

command and let the package get upgraded directly from the vendor’s software repository. If 

there is a missing rpm, the obvious way is to just search it on the Internet and install it, right?  

A security expert asked the above question would look at you in disbelief. They would relpy that 

you cannot just download and install any random rpm from the Internet. You cannot trust the 

Internet. The most important concern is the source of the upgrade software. You need to be 

extremely cautious about the integrity of the new package. Is it really coming from the correct 

source? Is there any chance of picking up a malicious copy hosted on an alternate server and 

introducing a backdoor in your system? It may not matter to you if you are simply running a 

Desktop Linux on your home computer, but in an organization and as decision maker for your 

product you need to be careful and follow best practices. Of course, vendors are the best and 

trusted sources of obtaining patches. You may even talk to the vendors about your specific 

security concerns and setting up a process for obtaining the patches. Checklists can include a 

secure and trusted SSL connection, integrity checks, authentication, and other means to ensure 

security. Some vendors may even provide an on-premise software repository which is securely 

and automatically synced periodically to the vendor’s main repository. 

There have been cases where attackers have introduced backdoors into popular software after 

compromising their software hosting. Finding backdoors and malware in pirated software copies 

at untrusted sources is common and downloading from such sources should be discouraged.  

Testing and automation 

If you are making changes to your system by patching, ensure that these changes remain intact 

and are not broken due to future upgrades. One popular aspect of security patches is that not 

only is it important to patch a security vulnerability, it is equally important to patch it correctly. It 

is important to understand the intricacies of how software install and upgrade mechanisms work. 

Novice system admins can leave serious loopholes in the system if they do not know the 

internal working of the upgrade procedure. Security is anyways a tricky subject and sometimes 

involves the deepest knowledge of internal computer working.   

When you performed an rpm update, did it really patch the vulnerability? 
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Taking an example of the Bash Shellshock vulnerability CVE-2014-6271, the initial fix was 

quickly followed by revelations of multiple related vulnerabilities in the form of CVE-2014-6277, 

CVE-2014-6278, CVE-2014-7169, CVE-2014-7186, and CVE-2014-7187. In the midst of such 

chaos, a fix for Shellshock cannot be considered complete if you fail to include solutions for the 

other vulnerabilities as well.  

Patching incorrectly can have its own problems; a very simple error during the patch procedure 

would be a failure to load the patched software into the memory. For example, typically when 

you perform a rpm upgrade, the software copies on the hard drive get replaced by the newer 

version. However, the older version is still running in the memory. The correct way would be to 

make sure that the old version is stopped before the patch application by checking the running 

processes. It should also be noted that any dependent software is using the newly patched 

software effectively. Hence, a restart is recommended after a patch install. 

A pitfall of casually upgrading the software includes losing the old security settings. Before 

upgrading the software, note the older security settings that define the security of the software 

and ensure that these are migrated correctly during the upgrade process.  

Automation tests are the best way to ensure that the above mentioned security settings stay 

intact during the patch process. An effective automated security test strategy would be the 

creation of test suites that check for security settings not only in the configuration but also during 

the runtime. For example, when you update the SSH software, you need to confirm the updated 

version both in the binary at the disk and the running copy in memory. If you have updated the 

software, your test must ensure that the server still supports the old encryption algorithm 

mechanisms and has not introduced other new encryption schemes. This test would ensure that 

the configuration has been appropriately migrated over to the new version. A typical use case 

would be when you have hardened your SSH server to follow certain security standards like 

DISA STIG but after the upgrade your hardening configuration changes are lost.  

As far as security tests are concerned, low level and dumb tasks should be automated.  
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Important points to highlight as goals of security testing after patching are: 

 Patched software is updated correctly, both in disk and memory 

 Security vulnerabilities fixed are no longer present 

 Components having a dependency on patched software are not broken and are using 

the new software 

 No new unnecessary features were introduced in the software 

 No undocumented/hidden features, default accounts (i.e. backdoors) remain in the 

software 

 Old configuration/security settings stay intact or have been carried over correctly 

 Permissions, access restrictions stay intact 

 In worst case if there is a problem with the patched software, is a rollback possible? 

 If a problem occurred in patching, can it lead to data loss? 

The above points are guidelines on what can happen. It is up to the engineers to decide.  

Effective tracking and long-term returns for the product 

One should be able to publish one’s hard work and its impact to show it to the stakeholders. 

That is where tracking comes into the picture. It also means you want to decrease the 

investigation time for a new vulnerability and you want to create product-specific security 

training resources for new developers/testers. 

There are already many resources available for Linux security on the Internet that provide 

meaningful information about security vulnerabilities in the past based on the affected 

components, packages, etc. However, as a product owner you may want to store customized 

and internal information about your own product which cannot be shared publically or even with 

customers.  

Internal Bug Tracking 

The first part of effective tracking is to make information available for analytical reasons to the 

stakeholders. A simple yet effective way would be to track the security vulnerabilities reported 

based on their severity through a bug tracking tool. There you can note comments, 

observations, and action taken. These details need to have both business and technical aspects 

so that the management can observe the trends and at the same time engineers can benefit 

from it.  Many popular bug tracking tools allow you to do that.  You can also track the testing 

effort and automation if any. While initially it may take some time as you need invest effort in 
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classifying the common problem areas, over time it is going to serve as a valuable guide to 

resolving security issues. An example would be a yearly analysis of which components had the 

most serious vulnerabilities, or which components received the most security attention. This can 

result in creating a meaningful security roadmap for the future as far as patching is concerned.   

Internal Knowledge Tracking through a Knowledge sharing system 

The second part to effective tracking is accumulating the knowledge for the performed analysis. 

Remember that the investigation performed to analyze a specific area is going to help analyze 

future problems even faster. Therefore, knowledge must be stored and retrieved in a user 

friendly way. You may simply start by writing personal blogs and short articles and then share 

them within your team. You may even maintain a small Wiki-based system about products and 

link it with the bug tracking system mentioned in the previous paragraph. 

There could be different ways to visualize such a growing information system, but it has to be 

specific to the needs of your product. Too much of information could become confusing for a 

new person. Too much generalized information can turn out to duplicate something already 

available on the Internet. Additionally, maintaining information about security by someone who 

is not well versed in security concepts can be overwhelming at times.  

Sharing the gold with other products 

The success of implementation of ideas in the previous topic lays the foundation of sharing the 

gold with a larger audience, i.e. other product teams. Product teams in large organizations face 

similar problems, but they often come up with different solutions sometimes due to factors like 

difference in technical expertise, deadlines, work pressures, and lack of knowledge sharing.  
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Conclusion 

Security patching for Linux-based appliances is an overlooked topic and often a process that 

seemingly looks easy on the outside, but gets murkier when you go deeper into it. Things can 

easily go out of control when you are running a cocktail of software on a Linux that requires 

frequent patching.  

Stability along with security is desired everywhere. What we have just gone through is the 

importance of security-related patching, the challenges involved, and the problem description 

that is hard to define. Effective response and patching strategies can be easily overlooked in the 

pressures of software development deadlines. Once you’ve decided on the approach that suits 

your product’s environment and customer requirements, you can spend time on investigation 

and classification of vulnerabilities to make the responses more streamlined and effective. We 

describe some use cases and examples on how the description of a vulnerability can help 

pinpoint the exact problem and how a seemingly vulnerable system can be investigated in 

convincing detail to find if the threat really affects the Linux deployment. Local, remote, and 

kernel vulnerabilities are classification areas that can help you understand more about your 

system and the criticality of a related security event. Testing and automation are important 

aspects of vindicating your efforts and effective tracking and knowledge archiving can help both 

the business stakeholders and technical folks in the future. A good implementation can help you 

share and generalize information for other similar products in your organization.   
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